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Abstract—Personalizing exoskeleton assistance across operat-
ing conditions is constrained by the time and physical effort
required to collect user feedback. We examined whether a user’s
preference landscape varies smoothly across operating condi-
tions and when this continuity supports learning from limited
feedback. We propose Context-Continuous Preference Learning
(CCPL), a Gaussian-process preference model that shares ob-
servations across nearby contexts while retaining context-specific
utility estimates. We evaluated CCPL through simulations and
retrospective analyses of ankle and elbow exoskeleton preference
data from nine healthy adults. In simulations, CCPL improved
reconstruction and preference-based Bayesian optimization rela-
tive to independent learning when preferences varied smoothly,
but showed negative transfer when continuity was weak. In
both human studies, full-data reference landscapes estimated
separately for each participant and context tended to be more
similar between nearby operating conditions. With five exposures
per context, CCPL increased mean reconstruction correlation
with these references from 0.644 to 0.720 for ankle assistance and
from 0.476 to 0.526 for elbow assistance relative to independent
learning. The five-exposure budget was approximately 37%
lower for ankle and 17% lower for elbow than the estimated
independent-learning budgets needed to match these correlations.
CCPL also improved held-out response prediction relative to
independent learning, while benefits over pooled learning varied.
These findings support context continuity as a basis for sharing
preference observations under limited feedback, although benefits
for online personalization in humans remain to be established.

Index Terms—Exoskeletons, Human-robot interaction, Person-
alization, Preference learning

I. INTRODUCTION

XOSKELETONS can support or augment human move-

ment across lower- and upper-limb tasks [1]. Users differ
in how they respond and adapt to assistance, so realizing these
benefits often requires tailoring assistance to the individual
[2], [3]. Human-in-the-loop methods personalize assistance
by updating controller parameters using physiological, biome-
chanical, task-performance, or user-reported measures [1],
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[4]. Such methods have used metabolic cost for lower-limb
assistance [2], [5] and electromyographic activity for upper-
limb assistance [6]-[8]. However, obtaining user-specific mea-
surements or feedback requires the user to experience the
assistance settings being evaluated and may also require ad-
ditional equipment, such as metabolic measurement systems
or electromyography sensors along with stable observation
periods or repeated trials [9], [10]. Session duration, fatigue,
adaptation, and safety can therefore limit the amount of
informative user-specific data available for personalization [3],
[11], [12].

This data constraint becomes more consequential when
assistance must be personalized across operating contexts,
such as walking at different speeds and lifting different loads.
Lower-limb studies have addressed such context dependence
through condition-specific optimization [13], measurements of
individual muscle dynamics [14], interpolation of optimized
parameters across walking speeds [15], and learned relation-
ships between optimized assistance and gait conditions [16].
Similarly, studies of upper-limb and back-support assistance
have learned assistive policies that generalize across tasks [17]
and adapted assistance to changes in movement or loading
demands [6], [7], [18]-[20]. These approaches highlight the
importance of accounting for changes in assistance require-
ments across operating conditions, including user-specific dif-
ferences. For example, individualized ankle assistance profiles
have been derived from measurements of each user’s soleus
muscle dynamics at different walking speeds and inclines
[14]. When these measurements are collected separately for
each walking condition, adding conditions requires further
observations from the same user. This scaling challenge mo-
tivates reusing observations collected from the same user in
other contexts, while preserving context-specific differences in
personalized assistance.

The need for information reuse across contexts also extends
to preference-based personalization, in which users’ assess-
ments of assistance guide the selection of controller parame-
ters. These assessments can reflect comfort, perceived support,
and other aspects of the user’s experience [21], [22]. Users
can express their preferences through direct self-tuning [23],
[24], ordinal ratings [25], or pairwise comparisons [21], [22].
Ordinal and pairwise responses can be used to estimate latent
utility functions from noisy feedback and guide preference-
based Bayesian optimization (PBO) [22], [26]-[28]. We refer
to a utility function representing a user’s relative preferences
over assistance parameters as the user’s preference landscape.
Preference-based approaches have been applied to ankle and
hip assistance, exoskeleton gait design, lifting, and upper-limb



assistance [21], [22], [25], [29]-[32]. Although preference
feedback can reduce reliance on physiological measurements,
evaluating each setting still requires physical exposure and a
user judgment [22].

Sharing preference observations across operating contexts
may reduce the need to collect new feedback in each con-
dition. In the broader machine learning literature, contextual
bandit methods incorporate context when learning from scalar
rewards or pairwise comparisons [33], [34], while multi-
task models share information across related optimization or
preference-learning tasks [35], [36]. Such sharing has also
been implemented in context-aware Gaussian-process prefer-
ence models for image color grading [37]. For exoskeleton
personalization, the value of sharing depends on whether
observations from one condition remain informative about
preferences in another. Exoskeleton studies have optimized hip
assistance separately at different walking speeds using pref-
erence feedback [38] and used population-derived Gaussian-
process models incorporating user preference to select back-
support assistance across lifting loads [39]. However, it re-
mains unclear how an individual’s preference landscapes are
related across conditions and when sharing observations be-
tween those conditions improves or impairs learning.

To examine these relationships, we focus on continuous
operating variables such as walking speed or lifting load.
Muscle-based assistance profiles vary with walking speed
[14], and muscle activity around the elbow joint varies with
external torque [40]. Changes in these conditions may alter
how comfortable and supportive a given assistance profile feels
to the user. We hypothesize that an individual’s preference
landscape varies smoothly with operating context, such that
nearby conditions tend to have more similar preference land-
scapes than more distant conditions. We use context continuity
to describe the extent of this smooth variation at the scale of
the sampled conditions. A Gaussian-process preference model
can encode this smoothness assumption through its covari-
ance function, enabling information sharing between nearby
conditions [33], [37]. When this assumption holds, sharing
may improve preference estimates with limited feedback in the
target condition. If preferences differ more across conditions
than the model assumes, sharing may instead lead to negative
transfer relative to learning each context separately [41].

This study examines whether a user’s preference landscape
varies smoothly across operating conditions and when this
continuity supports learning from limited feedback. We intro-
duce Context-Continuous Preference Learning (CCPL), which
represents an individual’s preference landscape as a latent
utility function defined jointly over assistance parameters
and operating context. Its Gaussian-process preference model
shares information between nearby conditions while retaining
context-specific preference estimates. We compare CCPL with
independent preference learning, which models each context
separately, and pooled preference learning, which combines
observations without retaining context. In simulations, we
vary context continuity, action and context dimensionality, and
feedback budgets to examine when sharing improves latent
utility reconstruction and PBO performance and when it leads
to negative transfer. We also collect preference data in human

exoskeleton experiments that vary walking speed for ankle
assistance and external load and fatigue-induction dose for
elbow assistance. Retrospective analyses assess evidence for
context continuity in these data and evaluate reconstruction
from limited feedback, prediction of held-out preference re-
sponses, and the value of reusing observations from other
operating contexts.

II. METHODS
A. Context-Continuous Preference Learning Framework

1) Problem Formulation and Preference Observations: We
consider preference-based personalization for an individual
user across measured operating contexts. For user s, let x €
X C R% denote an admissible vector of assistance parame-
ters, hereafter called an action, and let ¢ € C C R% denote the
measured operating context. The user’s preference landscape
is represented by a latent utility function fs; : X x C — R,
where larger values indicate greater preference among actions
evaluated in the same context. Fixing c gives a context-specific
slice fs(-,c) of this joint landscape. The learning objectives
are to reconstruct relative utility over the action space and
identify a preferred action at each context,

x:(c) = arg max f; (x, ©). (1)
xeX

Models are fitted separately for each user, and the user
subscript is omitted hereafter for notational simplicity.

Preference observations comprise ordinal assessments of in-
dividual actions and direct pairwise responses comparing two
actions experienced in the same context. Ordinal assessments
classify individual actions as unacceptable, ambiguous, or
acceptable and yield comparisons between differently ranked
actions. Direct responses indicate preference for either action
or a tie. All comparisons remain within their observed contexts
and constrain utility differences without directly identifying
absolute utility offsets between contexts.

Feedback budgets count assistance exposures, each evaluat-
ing one action in one context. Ordinal-derived comparisons
are constructed from existing assessments and require no
additional user exposure or feedback.

2) Gaussian-Process Preference Model: We model latent
utility using a Gaussian-process (GP) preference formulation
[27]. Let z € R% denote the model input, whose components
depend on the learning strategy described in Section II-A3.
All input dimensions are normalized to [0,1] using the bounds
of the evaluated domain. For n distinct model inputs, let
f = [f(z1),...,f(2z,)]" denote the corresponding latent
utilities. Repeated observations at the same model input refer
to the same latent variable. We use a zero-mean GP prior,
f ~ NM(0,K), with covariance

d- 2
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h=1

K, = 012[ exp

where zj;, is the hth coordinate of input z;, ¢, is the
corresponding length scale, UJ% is the signal variance, and 7
is the diagonal regularization parameter. Here, d;, equals one

when j = k and zero otherwise.



For comparison i, define the utility difference as A; =
f(z) — f(zP). The response y; € {1,0,—1} indicates
preference for action A, a tie, or preference for action B,
respectively. Let o, denote the standard deviation of noise
on the utility difference and e the indifference threshold. We
use a probit preference likelihood [27] with an indifference
interval for ties [42]. The resulting three-category response
probabilities follow an ordinal-threshold formulation [26]:
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where ® is the standard normal cumulative distribution
function. Directly reported ties are retained during fitting and
favor utility differences within the indifference interval [—e, €].
Direct pairwise responses receive unit weight. To construct
ordinal-derived comparisons, we use each ordinal assessment
as an anchor r. Eligible partners are observations of different
actions in the same context with unequal ordinal ranks. Action
pairs already represented by a direct response in that context
are excluded. Let P, denote the selected eligible partners and
m, = |P.|. When m,. > 0, each derived comparison favors

the action with the higher ordinal rank and receives weight
ord __ E
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Each contributing anchor generates a total comparison weight
of 0.5, half that of a direct pairwise response, regardless of
the number of eligible partners. Ordinal-derived comparisons
and their weights are rebuilt from the observations available
at each model fit.

Let D = {(z, 2P, y;,w;)}}1, denote the weighted com-
parison records. We use a weighted-likelihood approximation
to combine direct responses with ordinal-derived comparisons.
Both comparison types use the response probabilities in (3)
with the same likelihood parameters. The corresponding neg-
ative log posterior, up to an additive constant, is

M

g(f) = %fTK’lf - lez log p(yi | Ai). O]
We obtain the posterior mode by minimizing (4) and approx-
imate the posterior as Gaussian using the Laplace method
[27]. Predictive means and covariances at query inputs are
computed by integrating the GP conditional distribution over
this approximation. The regularization term 7 is included in the
training covariance matrix. Cross-covariances and covariances
at query inputs use the signal kernel.

Kernel and likelihood hyperparameters are fixed across
users and limited-feedback subsets in the primary analyses.
All primary models use JJ% =1, 0, =0.20, e = 0.15, and
n = 10~*. Study-specific length scales and ordinal-partner
selection settings are specified in Sections II-B and II-C.

3) Learning Strategies and Comparators: Let D,, denote
the comparison set for context c,,. The three strategies share
the observation representation, likelihood, posterior approxi-
mation, action normalization, and action covariance settings
within each study. They differ in their use of context (Fig. 1).

Independent preference learning fits a separate GP f,,(x)
over actions for each context, using input z = x and con-
ditioning only on D,,. Identical actions across contexts have
separate latent utilities, allowing different predictions.

Pooled preference learning fits a single GP fi,001(x) over
actions across contexts, using input z = x and combining
within-context comparison sets without introducing cross-
context comparisons. Identical actions share a latent utility,
so predictions cannot vary across contexts.

Context-Continuous Preference Learning (CCPL) fits a sin-
gle GP f(x,c) over actions and contexts, using input z =
[x",c¢"]" and conditioning on the combined within-context
comparison sets. Identical actions across contexts have distinct
latent utilities linked by context covariance, allowing context-
specific predictions. With separate length scales for action and
context dimensions, the signal covariance in (2) factorizes into
action and context components [33], [37]:

kCCPL ((Xa C)7 (X/» C/)) = J?‘kx (Xa x/)kc(cv Cl)a (5

where k, and k. are unit-variance squared-exponential covari-
ance functions over normalized action and context coordinates,
respectively. The diagonal regularization in (2) is retained in
the training covariance matrix.

Context length scales control how quickly correlation de-
creases with differences in context variables. Short scales
weakly couple distinct contexts, whereas long scales en-
courage similar preferences. Comparisons with independent
learning assess the value of cross-context observations, while
comparisons with pooled learning assess the value of retaining
their context.

B. Simulation Study

1) Simulation Setup: We constructed synthetic preference-
learning problems over the normalized action domain X =
[0,1]% and context domain C = [0, 1]%. Action dimensional-
ity was varied over d, € {2,3,4}, with 10 equally spaced
grid values per dimension, yielding 100, 1,000, or 10,000
admissible actions. Context dimensionality was varied over
d. € {1,2}, with five equally spaced values per dimension,
yielding 5 or 25 sampled contexts. We generated 30 indepen-
dent instances of the synthetic preference-learning problem
for each of the six dimensionality configurations, giving 180
instances in total. For each instance, all three strategies were
evaluated on the same preference landscapes. Random seeds
were assigned according to a fixed rule for reproducibility.

For each instance, we generated a smoothly varying com-
ponent using a randomly rotated, anisotropic plateau-shaped
utility function with a small smooth sinusoidal residual. Its
center, axis-specific widths, decay rate, plateau extent, and
shape exponent varied with context through polynomial func-
tions within specified bounds. Independent context-specific
components used the same functional form with parameters



(a) Independent Preference Learning

(b) Pooled Preference Learning

(c) Context-Continuous Preference Learning
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Preference-learning strategies across contexts. Comparisons remain within their observed contexts. (a) Independent learning fits a separate utility

function over actions for each context. (b) Pooled learning combines observations into one utility function without context as an input. (¢c) CCPL models
utility over action and context, sharing information through covariance while retaining context-specific predictions. White circles mark utility maxima. Thin
orange curves show utility slices at intermediate contexts, and the dashed curve traces the maximizing action across contexts.

sampled separately for each context. Supplementary Section
B1 provides the complete generator, parameter distributions,
bounds, and context-continuity check.

Context continuity was controlled by mixing the smoothly
varying and independently generated utility components. At
context c,,, the ground-truth utility was

UW(X, Cm) = Nm ['Yusm(xa Cm) + (1 - ’Y)Uind(x, Cm)] - (6)

Here, ugy, and uingq denote the smoothly varying and indepen-
dently generated components, respectively. Each component
was min-max normalized over the action grid within each
context, and N, rescales their mixture to [0,1] within context
m. We evaluated v € {0,0.25,0.50,0.75,1}. The same com-
ponent landscapes were used across all five ~ settings within
each instance. Aty = 0, utilities were generated independently
across contexts, whereas v = 1 retained only the smoothly
varying component. This manipulation changed the underlying
preference structure while the fitted model settings remained
fixed.

Ordinal assessments and direct pairwise responses were
generated from normalized ground-truth utility. For ordinal
assessments, two utility thresholds separated the unaccept-
able, ambiguous, and acceptable categories. The lower and
upper thresholds were sampled uniformly from [0.25,0.40] and
[0.60,0.75], respectively, for each instance and retained across
contexts. To introduce ordinal response noise, each ordinal
label was independently changed to a uniformly selected
adjacent category with probability 0.02. For direct pairwise
responses, the within-context utility difference was defined
as A = u,(x”,¢c) — uy(xP,c). A tie was generated when
|A| < 0.15. Outside this interval, action A was preferred
with probability ®(A/0.20), and action B otherwise. Thus,
ties were deterministic within this interval, whereas the fitted
likelihood in Section II-A2 allowed probabilistic ties.

Reconstruction and PBO used seven feedback budgets per
context, B € {5,10,15,20,30,40,50}, yielding B ordinal
assessments and B—1 direct comparisons between consecutive
actions. Normalized action length scales were fixed at 0.30
for all models, and normalized context length scales were
fixed at 0.50 for CCPL. To limit the number of ordinal-
derived comparisons, each anchor retained at most 32 eligible

partners, sampled uniformly without replacement when more
were available. Other model settings followed Section II-A2.

2) Evaluation Protocols: For limited-feedback reconstruc-
tion, we generated a new action sequence for each instance,
context-continuity setting, context, and feedback budget. Ac-
tions were selected without using preference responses, and
all strategies received the same action sequence, ordinal
assessments, and direct pairwise responses. Each sequence
began at the grid point nearest the center of the normalized
action domain, followed by uniformly sampled actions subject
to distance and recent-action constraints. Reconstruction was
evaluated by Pearson correlation between the posterior mean
and ground-truth utility over the complete action grid within
each context, with constant predictions assigned a correlation
of zero.

For PBO, each strategy followed its own adaptive trajectory
on the same ground-truth landscapes. The first exposure in
each context used the grid point nearest the center of the nor-
malized action domain and yielded only an ordinal assessment.
Subsequent actions were sampled randomly until the model
had comparison data, then selected by line-restricted posterior
sampling [30].

Each subsequent exposure yielded an ordinal assessment
and a direct comparison with the preceding action in that
context. After every exposure, ordinal-derived comparisons
were rebuilt, and the model was updated using the rebuilt
comparisons and any available direct responses, including
ties. Runs continued to 50 exposures per context. At each
specified budget, the action maximizing the posterior mean
over the complete grid was recommended and evaluated by
its normalized ground-truth utility. Action-selection details for
both reconstruction and PBO are provided in Supplementary
Section B1.

The dimensionality analysis compared reconstruction and
optimization across the six configurations at v = 1 and 10
exposures per context. The context-continuity analysis com-
pared budget-averaged performance across the five ~ settings.
For each instance and method, budget-averaged performance
was the trapezoidal area under the performance curve from 5
to 50 exposures, divided by the budget span of 45 exposures.
Negative transfer was defined as lower CCPL performance
than independent learning under the same evaluation condition.



C. Human Studies

1) Participants, Ethics, and General Procedures: Nine
healthy adults participated in two studies of ankle assistance
during treadmill walking and elbow assistance during loaded
flexion. Six completed the ankle study, six completed the
elbow study, and three participated in both. The study protocol
was approved by the Korea University Institutional Review
Board (KUIRB-2026-0475-01), and all participants provided
written informed consent before participation. Participant char-
acteristics and participation are in Supplementary Table S1.

After each exposure, participants reported an ordinal assess-
ment of unacceptable, ambiguous, or acceptable to the exper-
imenter, using ambiguous when neither judgment was clear.
From the second exposure in each context, they compared the
current and preceding settings, with ties permitted. If a direct
response favored the lower-rated setting, participants repeated
the current ordinal assessment and pairwise response until
the conflict was resolved. Only the final responses after this
consistency check were modeled. Assistance sequences were
independent of responses, and all strategies were evaluated
retrospectively on the same recorded histories.

2) Ankle Exoskeleton Study: The ankle study used a
custom-built bilateral exoskeleton (Fig. 2(a)) with two AK70-
10 KV100 actuators (CubeMars, China). Inertial sensors on
each foot’s dorsum detected heel strikes, and gait phase was
estimated from the time since the latest strike and recent
stride durations. Desired torques were converted to motor-
current commands updated at 200 Hz. Peak plantarflexion
torque ranged from 8 to 20 N'm in 0.5 N'm increments,
and peak timing ranged from 45% to 60% of the gait cycle
in increments of 0.5 percentage points (Fig. 2(b)). Rise and
fall intervals were fixed at 20% and 8% of the gait cycle,
respectively, with cubic interpolation and zero endpoint slopes.
These ranges and intervals were selected with reference to

previous ankle exoskeleton studies to explore preferences
across assistance magnitudes and timings [2], [15], [23]. The
action grid contained 775 admissible profiles.

Participants evaluated 101 distinct assistance profiles at
each of three walking speeds (1.00, 1.25, and 1.50 m/s)
on a motorized treadmill (Fig. 2(c)). The speed order was
randomized for each participant, with at least 5 minutes of rest
between speed conditions to limit carryover [2]. Participants
were allowed to extend the rest period as needed before
continuing [24]. For ordinal assessments, participants judged
the acceptability of the assistance for continued walking [25].
Exposure duration was not fixed, and participants provided
feedback when they felt they had sufficiently experienced each
setting. The initial nine profiles at each speed formed a 3 x
3 grid using each action variable’s minimum, midpoint, and
maximum. The center profile was presented first, followed
by the remaining eight in random order. Subsequent profiles
were sampled uniformly from settings not yet evaluated at that
speed and satisfying minimum-distance constraints relative to
the two preceding settings. Each speed context yielded 101
ordinal assessments and 100 direct pairwise responses.

3) Elbow Exoskeleton Study: The elbow study used a
custom-built single-joint exoskeleton (Fig. 2(d)) with one
AK70-10 KV100 actuator (CubeMars, China). The actuator
encoder tracked elbow flexion, and desired torques were con-
verted to motor-current commands updated at 200 Hz. Before
testing in each context, participants performed five unloaded
curls to calibrate the range of motion (ROM) for assistance
control. Torque magnitude ranged from 0.5 to 5.0 N-m in 0.5
N-m increments. Onset position ranged from 0% to 30% ROM,
and rise width from 5% to 60% ROM, both in increments of
five percentage points (Fig. 2(e)). These ranges were selected
to explore preferences across assistance magnitudes and profile
shapes, consistent with previous work on elbow assistance [6],
[43]. Torque increased using a cubic smoothstep function over
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Fig. 2. Human experimental systems, assistance profiles, and contexts. (a) Bilateral ankle exoskeleton for treadmill walking. (b) Ankle peak plantarflexion
torque and peak timing. (c) Walking speeds of 1.00, 1.25, and 1.50 m/s. (d) Elbow exoskeleton for loaded flexion. (e) Elbow torque magnitude, onset position,
and rise width over the participant-specific calibrated range of motion (ROM). (f) Five contexts combining participant-specific low and high loads with
fatigue-induction doses of 0 and 1, plus intermediate load at dose 0.5. Dose is prescribed unassisted curls divided by 30.



the prescribed rise width and was maintained until completion
of the lift. The action grid contained 840 profiles.

Participants performed loaded curls in contexts defined by
load and fatigue-induction dose. Each participant selected a
load comfortable for repeated curls as their high load, with
intermediate and low loads 1 and 2 kg lower. Low and high
loads were 1 and 3 kg for one participant, 2 and 4 kg for three,
and 3 and 5 kg for two. Fatigue-induction dose was defined
as d = npre/30, wWhere npe € {0,15,30} was the prescribed
number of unassisted curls. These curls were performed using
each participant’s high load before testing at the load assigned
to the context. Dose represented prescribed exercise rather
than measured fatigue. The five contexts combined low and
high loads with d = 0 and d = 1, plus an intermediate-load
condition at d = 0.5 (Fig. 2(f)).

Between contexts, participants rested until they reported
readiness to begin preparation for the next context. To reduce
the potential influence of residual fatigue on lower-dose con-
ditions, the two d = 0 contexts were tested first, followed by
the d = 0.5 context and then the two d = 1 contexts. Load
order was randomized separately for d =0 and d = 1.

For ordinal assessments, participants judged whether the
assistance was helpful during lifting. Each context comprised
26 exposures, each beginning with a single loaded curl, with
additional repetitions permitted as needed before feedback.
The initial five exposures used predefined profiles common
to all contexts, sampling different combinations of torque
magnitude, onset position, and rise width. A reference profile
was presented first, followed by four profiles in an order ran-
domized for each participant and retained across contexts. For
exposures 6 to 25, eligible profiles excluded settings already
selected in the current context or assigned to other contexts
for that participant, distributing observations across different
settings. One eligible profile was sampled uniformly at each
exposure, subject to minimum-distance constraints relative to
the two preceding settings. Repeating the reference profile at
the end gave each profile one comparison as the current setting
and one as the preceding setting. Each context yielded 26
ordinal assessments and 25 direct pairwise responses. Detailed
sampling constraints and the elbow initial-profile values are
provided in Supplementary Section C.

4) Analysis Setup: Likelihood and variance settings fol-
lowed Section II-A2. Action coordinates were normalized to
[0,1] using their predefined bounds, and context coordinates
using their minima and maxima across each participant’s
experimental conditions. Within each study, all three strategies
shared fixed action length scales, and CCPL additionally
used fixed context length scales. The length-scale values and
sensitivity analysis for the context length scales are provided
in Supplementary Section C. All eligible partners were used
for ordinal-derived comparisons, without the 32-partner limit
applied in simulation.

For each participant and context, a separate GP preference
model was fitted to all recorded observations. Its posterior
mean served as the common reference for the three strategies’
limited-feedback reconstructions.

5) Evaluation Protocols: We examined context-related
preference structure using Pearson correlations between each

participant’s full-data reference landscapes for all pairs of con-
texts. Quantitative comparisons used the complete action grid,
including all three elbow action dimensions. For each partici-
pant, a least-squares line summarized how reference-landscape
correlations changed with Euclidean distance between the
normalized context coordinates defined in Section II-C4. A
negative slope indicated lower landscape similarity at greater
context distances.

For reconstruction at K = 2,...,20 exposures per context,
all windows of K consecutive exposures were evaluated,
with starting positions matched across contexts and strategies
for each participant. Fitting used ordinal assessments within
each window and direct responses only when both compared
exposures were inside it. Ordinal-derived comparisons and
weights were rebuilt from these observations. Reconstruction
was measured by Pearson correlation between posterior means
and the corresponding full-data references over the complete
action grid. Normalization and constant-landscape handling
are detailed in Supplementary Section C2. We used K = 5
exposures per context as a representative limited-feedback
condition. For each participant, we estimated when indepen-
dent learning’s mean reconstruction correlation first reached
CCPL’s value at K = 5 from below, interpolating linearly
between adjacent budgets without extrapolation.

Models fitted to the reconstruction windows predicted
recorded direct responses for which both compared expo-
sures were outside the training window. Test responses were
matched across strategies within each window but varied with
window position and feedback budget. Predictive probabilities
of preferring either action or reporting a tie incorporated pos-
terior uncertainty without min-max normalization, as detailed
in Supplementary Section A. Prediction was evaluated using
mean negative log likelihood (NLL), in nats per response.

For source reuse, each context served in turn as the target
within each participant. We evaluated all windows of K =
2,...,20 consecutive target exposures and all combinations
of N other contexts as sources, with N = 1,2 for ankle and
N = 1,...,4 for elbow. CCPL and pooled learning used
the target window and complete source histories, whereas
independent learning used the same target window alone.
Only target exposures counted toward /K, with source histories
treated as already available. Target reconstruction followed the
limited-feedback procedure.

D. Statistical Analysis

Simulation outcomes were averaged equally across contexts
within each instance before calculating paired method dif-
ferences. Overall estimates weighted the six dimensionality
configurations equally. Confidence intervals (CIs) were ob-
tained from 10,000 bootstrap resamples of instances within
each configuration, preserving this weighting.

The ankle and elbow studies were analyzed separately, with
participants as the statistical units. Within each participant,
reconstruction correlations were averaged equally across win-
dows and then contexts at each budget. Held-out NLL was first
averaged over eligible responses within each window, then
equally across windows and finally across contexts at each



budget. For source reuse, outcomes were averaged equally
over windows, then source configurations and target contexts,
at each target budget and source count. Method differences
were paired within participants, with NLL reductions defined
as comparator minus CCPL. Each participant contributed one
slope relating reference-landscape similarity to context dis-
tance. Group estimates weighted the six participants equally,
with CIs from 10,000 participant-level bootstrap resamples.
Results are reported as means and unstandardized paired
differences with percentile 95% confidence intervals. No null-
hypothesis significance tests or p-values were used. Confi-
dence intervals were not adjusted for multiple comparisons.

III. RESULTS

A. Simulation Results

1) Limited-Feedback Reconstruction: At v = 1, CCPL
achieved the highest mean reconstruction correlation at every
evaluated feedback budget (Fig. 3(a)). With five exposures per
context, mean correlations were 0.611 [95% CI: 0.583, 0.638]
for CCPL, 0.441 [0.416, 0.467] for independent learning, and
0.567 [0.538, 0.596] for pooled learning. The mean CCPL
advantage over independent learning decreased from 0.170 at
five exposures to 0.097 at 50 exposures.

2) Preference-Based Bayesian Optimization: CCPL also
achieved the highest mean normalized ground-truth utility
of the recommended action across the evaluated budgets at
v = 1 (Fig. 3(d)). With five exposures per context, mean
recommended-action utilities were 0.834 [95% CI: 0.802,

0.864] for CCPL, 0.621 [0.586, 0.657] for independent learn-
ing, and 0.792 [0.756, 0.826] for pooled learning. As in
reconstruction, the mean advantage over independent learning
was smaller at 50 than at five exposures.

3) Effects of Dimensionality and Context Continuity: At
v = 1 and 10 exposures per context, CCPL outperformed
independent learning in both reconstruction and optimization
across all six dimensionality configurations (Fig. 3(b), (e),
Supplementary Section B2). For each tested action dimen-
sionality, CCPL’s mean advantage in reconstruction and op-
timization was larger with two context dimensions than with
one. However, sampling more contexts in the two-dimensional
setting also provided more observations for sharing, which
may have contributed to the larger gains. As action dimen-
sionality increased, the optimization advantage grew, whereas
the reconstruction advantage did not increase monotonically.

CCPL showed negative transfer relative to independent
learning at v = 0 and 0.25 for both reconstruction and
optimization, assessed by normalized area under the feedback-
budget curve (Fig. 3(c), (f)). At v = 0, the paired differ-
ence (CCPL minus independent learning) was —0.123 [95%
CI: -0.129, -0.116] for reconstruction and —0.034 [-0.046,
—0.021] for optimization. At v = 0.5, the reconstruction
difference was 0.000 [-0.006, 0.006], whereas optimization
favored CCPL by 0.034 [0.023, 0.046]. At v = 1, the
differences were positive for both reconstruction, 0.122 [0.115,
0.130], and optimization, 0.129 [0.108, 0.151].

In contrast, CCPL had higher budget-averaged performance
than pooled learning at all five v settings, with paired-
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Complete budget curves appear in Supplementary Fig. S1.
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Fig. 4. Full-data reference utility landscapes across operating contexts. (a)
Ankle landscapes over peak timing and torque at three walking speeds. (b)
Elbow projections over onset position and torque at five load and fatigue-
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by 30. References were fitted and normalized separately for each participant
and context, with elbow projections taking the maximum over rise width.
Colors show means across six participants per study, rescaled to [0,1]
within each context. GC and ROM denote gait cycle and calibrated elbow
range of motion. Visualization details and individual landscapes appear in
Supplementary Section C1 and Figs. S2 and S3.

difference confidence intervals above zero for both recon-
struction and optimization. These differences ranged from
0.036 to 0.128 for reconstruction and from 0.049 to 0.198
for optimization.

B. Human Results

1) Context-Related Preference Structure:  Participant-
averaged full-data reference landscapes showed differences in
the location and extent of high-utility regions across contexts
(Fig. 4). For ankle assistance, high utility spanned a broader
range of peak timings at lower torques and a narrower range
at higher torques. With increasing walking speed, these
regions shifted toward earlier peak timings and higher torque
magnitudes. For elbow assistance, the projections showed two
high-utility regions at early and late onsets at d = 0. Higher
loads favored higher torques; within each load, the dominant
peak shifted toward higher torques and earlier onsets from
d = 0 to d = 1. A single dominant region appeared at
intermediate load with d = 0.5 and high load with d = 1.

Within participants, full-data reference-landscape similar-
ity decreased with normalized context distance on average.
The mean participant-level slope relating reference-landscape

similarity to normalized context distance was —0.424 [95%
CIL: —0.726, —0.209] in the ankle study and —0.325 [-0.529,
—0.129] in the elbow study (Supplementary Fig. S4). Slopes
were negative for all six participants in each study, although
the relationship was nearly flat for one elbow participant.

2) Limited-Feedback Reconstruction: With five exposures
per context, CCPL achieved the highest mean correlations with
the full-data references, at 0.720 for ankle and 0.526 for elbow
(Fig. 5(a), (d)). Ankle participant-paired CCPL differences
were 0.076 [95% CI: 0.064, 0.089] relative to independent
learning and 0.076 [0.031, 0.137] relative to pooled learn-
ing. The corresponding elbow differences were 0.050 [0.030,
0.070] and 0.134 [0.118, 0.154], respectively. After averaging
across contexts and windows, all six participants in each study
showed higher correlation with CCPL than with independent
learning.

The reconstruction advantage over independent learning was
smaller at larger feedback budgets (Fig. 5(a), (d), Supplemen-
tary Fig. S5). At 20 exposures per context, the mean ankle
difference was 0.0153 [95% CI: 0.0088, 0.0217]. In the elbow
study, the mean difference became negative at 16 exposures
and reached —0.0156 [-0.0294, —0.0008] at 20 exposures.
At 20 exposures per context, the evaluated windows covered
19.8% of the ankle reference history (20/101) and 76.9% of
the elbow history (20/26).

Independent learning was estimated to require 7.94 [95%
CI: 7.34, 8.63] exposures per context for ankle and 6.02
[5.57, 6.47] for elbow to match the reconstruction performance
achieved by CCPL with five exposures. These estimates cor-
respond to approximately 37% fewer exposures for ankle and
17% fewer for elbow with CCPL.

3) Held-Out Response Prediction: CCPL achieved lower
mean held-out NLL than independent learning at every evalu-
ated feedback budget in both studies (Fig. 5(b), (e)). The 95%
confidence intervals for the participant-paired reductions were
above zero. At five exposures per context, mean CCPL NLL
was 0.810 for ankle and 1.006 for elbow. The NLL reductions
relative to independent learning were 0.040 [95% CI: 0.035,
0.043] for ankle and 0.013 [0.011, 0.017] for elbow, with
lower NLL for CCPL in all six participants in each study.
At 20 exposures, the corresponding reductions were 0.012
[0.004, 0.020] and 0.023 [0.013, 0.030]. In the elbow study,
this prediction advantage persisted despite CCPL’s lower re-
construction correlation relative to independent learning.

Comparisons with pooled learning differed between studies.
At five exposures, CCPL reduced ankle NLL by 0.050 [95%
CI: 0.015, 0.084], whereas elbow NLL was higher with CCPL
by 0.023 [0.013, 0.032]. At 20 exposures, the mean elbow
NLL reduction relative to pooled learning was 0.044 [-0.067,
0.152], with a confidence interval that included zero.

4) Reuse of Source Observations: With five target expo-
sures and full histories from all other contexts, mean recon-
struction correlations for CCPL were 0.780 for ankle and 0.601
for elbow. Ankle participant-paired differences were 0.135
[95% CI: 0.101, 0.167] relative to independent learning and
0.008 [-0.050, 0.091] relative to pooled learning (Fig. 5(c)).
The corresponding elbow differences were 0.125 [0.068,
0.179] and 0.205 [0.156, 0.262], respectively (Fig. 5(f)). At



(@) 0.9 (b) (c)

’ S 015- ool ©0.44) ——— CCPL - Independent
g pooe@@ @9 e T CCPL - Pooled
§0.1o- o 50-3-\ —o— N=1 === N=2
o dﬂ' % h\ c=0==N=3 :=:a:+: N=4
= 0.051 g c

o prd M g
£ 04 —- Independent | © 0.007 ' nmmmmmomsssnnnn oo °
@ 0.3 -o= Pooled s —o— Independent - CCPL| §
0.2 —= CCPL -0.057 -o= Pooled - CCPL o
L L B LA A | T L [ S e |
2 5 10 15 20 2 5 10 15 20
(e) (f)
S 0.15- 3
= [
5 o
2 010 2
: 5
— |
2. 0.05 - o é
g O_oo_of?f?:‘ ,,,,,,,, ;;,ﬂjﬁﬂﬂ}lﬂ:ﬂ ,,,,,, %
= T e T =
©-0.05- S
o v L L | L B T T i T T T
2 5 10 15 20 2 5 10 15 20 2 5 10 15 20

Exposures per context

Exposures per context Target exposures per context

Fig. 5. Human-study evaluation of preference learning. Top and bottom rows show ankle and elbow results, respectively. (a, d) Reconstruction Pearson
correlations with full-data references at K = 2,...,20 exposures per context. (b, e) Paired reductions in held-out negative log likelihood (NLL), calculated
as independent or pooled learning minus CCPL in nats per response. Models from (a, d) predicted responses comparing two exposures outside each training
window. Test sets were matched across methods but varied across windows and budgets. (c, f) Paired target-reconstruction correlation differences, calculated
as CCPL minus independent or pooled learning, using K target exposures and NN source contexts. CCPL and pooled learning used full source histories
excluded from K, while independent learning used target observations alone. Line styles and markers distinguish N = 1,2 for ankle and N = 1,...,4 for
elbow. Curves show means across six participants per study. Shading shows pointwise 95% percentile bootstrap confidence intervals from participant-level

resampling. Vertical dotted lines mark K = 5, and horizontal dashed lines mark zero. Positive differences favor CCPL.

this budget with all sources, all six participants in each study
showed higher reconstruction correlation with CCPL than with
independent learning.

The advantage over independent learning decreased as target
feedback increased (Fig. 5(c), (f)). With all sources at 20 target
exposures, the mean difference was 0.0287 [95% CI: 0.0179,
0.0390] for ankle and —0.0144 [-0.0277, 0.0004] for elbow.
Adding a second source increased mean CCPL correlation
throughout the evaluated budgets in the ankle study. In the
elbow study, additional sources improved mean correlation at
smaller budgets, but this pattern reversed at larger budgets.
At 20 target exposures, mean elbow correlation decreased
from 0.906 with one source to 0.894 with four sources.
Confidence intervals for the CCPL differences from pooled
learning included zero in every evaluated ankle condition and
were above zero in every elbow condition (Fig. 5(c), (f)).

IV. DISCUSSION

This study examined whether a user’s preference land-
scape varies smoothly across operating conditions and when
this continuity supports learning from limited feedback. In
simulations, sharing observations through CCPL improved
reconstruction and PBO relative to independent learning when
preferences varied smoothly, but led to negative transfer when
continuity was weak (Fig. 3(c), (f)). The ankle and elbow
studies provided evidence consistent with context continuity,
as full-data reference landscapes fitted separately for each
participant and context tended to be more similar between
nearby conditions. This relationship suggests that observations

from one condition may be informative about the same user’s
preferences in another. In both studies, CCPL achieved higher
reconstruction correlations with these references under limited
feedback and lower held-out NLL across the evaluated feed-
back budgets than independent learning. Together, these results
support context continuity as a basis for sharing preference
observations under limited feedback, with benefits depending
on how preferences vary across conditions.

CCPL’s reconstruction gains over independent learning were
larger with fewer target observations in both the limited-
feedback and source-reuse analyses. With more target feed-
back, the mean advantage in agreement with the full-data
references diminished and became negative in the elbow study.
This attenuation may partly reflect the fact that the same
exposure count represented a larger fraction of the reference
history in the elbow study than in the ankle study. Despite
the diminished reconstruction advantage, CCPL retained its
held-out prediction advantage over independent learning. This
emphasis on limited feedback is practically important because
extensive feedback collection in each operating condition is
constrained by time, physical effort, and fatigue [11]. The
gains with limited target feedback therefore suggest that
reusing observations from related conditions could reduce the
new feedback needed to personalize assistance for the same
user.

Unlike pooled learning, CCPL shares observations while
retaining context-specific preference estimates, consistent with
contextual and multitask learning approaches [33], [36], [37].
In simulations, CCPL achieved higher budget-averaged per-



formance than pooled learning at all tested levels of context
continuity, including levels at which it underperformed in-
dependent learning. This indicates that retaining context can
improve upon treating observations from different conditions
as interchangeable, although it does not by itself prevent neg-
ative transfer when context continuity is weak. In both human
studies, CCPL improved reconstruction over pooled learning
under limited feedback, but this advantage was less consistent
in source reuse and held-out response prediction. Comparison
with independent learning assesses whether sharing helps,
whereas comparison with pooled learning assesses whether
retaining context adds value when observations are shared.

The simulation results suggest that context sharing can
support assistance selection even when its reconstruction ad-
vantage is limited. At v = 0.5, the budget-averaged re-
construction difference from independent learning was close
to zero, whereas budget-averaged recommended-action util-
ity was higher with CCPL (Fig. 3(c), (f)). This contrast is
plausible because identifying a high-utility action does not
require accurate reconstruction of every part of the landscape.
PBO also selected subsequent actions using each model,
whereas reconstruction used action sequences selected without
preference feedback. Sharing could therefore affect both the
regions explored and the action ultimately recommended.
These findings motivate testing CCPL in online personaliza-
tion as users encounter changing operating conditions [15],
[44]. Related work has used experience replay to maintain
gait-phase estimation across locomotor conditions [45]. For
preference-based personalization, an optimizer using CCPL
could retain observations from previous contexts and use
posterior utility and uncertainty to choose the next assistance
setting for the user to experience and evaluate.

A further consideration for online personalization is that
preference feedback may depend on the assistance experienced
over time. For example, in the ankle study, experiencing
higher-torque assistance at unfavorable peak timings may have
reduced participants’ subsequent preference for higher-torque
settings, potentially contributing to the broader high-utility
timing range at lower torques in the reference landscapes
(Fig. 4(a)). Such experience dependence is consistent with
reports that users adapt to exoskeleton assistance over time
[3] and that preferred assistance can change with device
exposure [23]. More broadly, online personalization may need
to consider human-robot co-adaptation, in which the assis-
tance policy and user behavior adapt through interaction [46].
Extending CCPL to account for recent interactions [47] and
changes over time [48], [49], with appropriate discounting
of older observations [50], could help determine how earlier
feedback should contribute to estimates of current preferences.

CCPL could also be extended across users and to person-
alization objectives beyond preference. Transfer learning has
supported personalization by adapting models trained on other
individuals using limited data from a new user [51], [52]. In
exoskeleton personalization, experienced wearers’ exploration
histories have accelerated preference-based optimization for
inexperienced wearers [53]. Combining such transfer with
CCPL could support sharing across users and contexts, pro-
vided that individual differences are preserved. The other

direction is context-aware sharing for physiological or task-
performance objectives [5], [54]. This would require adapting
the observation model to these measurements and assessing
whether the responses vary smoothly across operating con-
texts.

Several limitations should be considered when interpreting
these findings. Generalizability is limited by the small cohort
of healthy adults and the range of operating contexts evaluated.
Larger cohorts are needed to examine how context continuity
and the benefits of sharing vary across individuals. In the
elbow study, fatigue-induction dose represented prescribed
exercise rather than measured fatigue, and the fixed ordering
of lower-dose conditions prevented separating dose effects
from effects of testing order. Additional limitations concern
the evaluation design. Because preferences may change with
experience, we compared the learning strategies retrospec-
tively using the same recorded exposure and response histories.
Although this design provided a common basis for compari-
son, it did not evaluate online assistance selection in humans.
Because the full-data references were model estimates, higher
reconstruction correlations do not necessarily indicate more
accurate recovery of users’ underlying preferences. The held-
out analysis provided a complementary evaluation against
recorded responses excluded from training. Finally, CCPL was
evaluated using context variables predefined for the walking
and lifting tasks. Identifying suitable variables may become
more difficult as the range of tasks expands. Future work could
therefore examine whether context representations derived
from human movement capture preference similarity across
tasks and provide a useful basis for sharing.

V. CONCLUSION

This study supports context continuity as a basis for sharing
a user’s preference observations across operating conditions.
Simulations showed reconstruction and PBO gains over in-
dependent learning when preferences varied smoothly, but
negative transfer when continuity was weak. In retrospective
analyses of ankle and elbow exoskeleton data, nearby condi-
tions tended to have more similar reference landscapes. CCPL
improved reconstruction and held-out prediction relative to in-
dependent learning under limited feedback, while benefits over
pooled learning varied. Reconstruction gains, including those
from source reuse, were larger with fewer target observations.
Prospective human studies are needed to determine whether
these learning gains improve assistance selection or reduce
required exposures during online personalization.
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A. PREFERENCE MODELING DETAILS

Partner eligibility and per-anchor weighting followed Section II-A2 of the main text. Repeated observations
remained separate anchors. Weight normalization controlled each anchor’s total contribution but did not remove
dependence among comparisons derived from the same ordinal assessment.

For anchor observation r, let P, denote the selected partner set and m, = |P,|. In the human analyses, all
eligible partners were retained. Each eligible observation pair therefore contributed once with each observation
serving as the anchor, and both weighted terms were retained. The combined weight for an eligible unordered
observation pair was

05 05

Wy S s Ty
Posterior-mode optimization used SciPy’s trust-ncg solver with analytic gradients and Hessians. Fits used zero
initialization or, for source reuse, a preceding solution as a warm start. Unsuccessful warm starts were retried from
zero. Each solver call allowed up to 300 iterations with a gradient tolerance of 10~%. Unsuccessful termination

triggered trust-exact and then BFGS if needed, prioritizing converged solutions and then lower objective values.

When necessary, an analytic Newton step was attempted using a positive-definite Hessian and accepted if the
objective did not increase beyond numerical roundoff and the maximum absolute gradient was at most 1076, In
the human analyses, precision-loss terminations were also accepted when the maximum absolute gradient was at
most 1075 and checks confirmed finite objective and posterior values, a symmetric covariance with nonnegative
diagonal entries within numerical tolerance, and a positive-definite Hessian. When zero initialization failed for a
source-reuse fit, fixed initial guesses of +0.001 and —0.001 were used, and the accepted solutions were required

to agree numerically. Other unsuccessful human fits were rejected.
For a held-out comparison ¢, let ua, and v; denote the posterior mean and variance of the latent utility difference.
Response probabilities were computed without min-max normalization by integrating the likelihood in Equation

(3) of the main text over the Gaussian posterior. This replaces A; by pa, and o, by ag + v; in Equation (3).
Each response was scored as the negative natural logarithm of its predicted probability.



B. SIMULATION STUDY
1) Synthetic Landscapes and Action Selection

Synthetic utilities were generated on the normalized action and context grids specified in Section II-B1 of the
main text. Each landscape combined a plateau-shaped component with a small sinusoidal residual. For action x
and context c, the plateau component was

q(x,c) = exp [—a(c) (max{d(x, c) — p(c), 0})?(6)} ’

where

dx,0) = | [QT (x = uie))] @ o(c)| -

Here, p specifies the center, o the axis widths, « the decay rate, p the plateau extent, and p the shape exponent.
The orthogonal matrix Q was obtained by QR decomposition of a matrix with independent standard-normal entries.

Context dependence was represented using a polynomial basis. With ¢; = ¢; — 1/2, the nonconstant basis terms
were

T
1 , 1
u,...,tdc—u,{titj}i<j] .

The landscape parameters varied with context according to

b(c) = [tlj...,tdc,tf—

pj(c) = clibjg.10,0.90] (MOJ + a,L-'O(C)) ;

oj(c) = clipjg.08,0.45] (JOJ eXP[aI'b(C)]) )

(c) =
(c)
a(e) = clipyy30,1.50) (@0 explaib(e)])
(c) =

)=

p(c) = clipp o.95) (PO ta, b(0)> 5

p(c) = clipp 4 5.5 <PO +a;b(c)) 5

where clipy, ;) restricts its argument to the indicated interval.
Intercepts were sampled independently as

toj ~ U(0.25,0.75),
oo; ~ U(0.12,0.35),
ag ~ LogUniform(0.45, 1.35),
po = 0.95Z7, Z ~ Beta(1.4,3.2),
po ~ U(1.6,5.2).
Entries of the coefficient vectors for the center, widths, decay rate, plateau extent, and shape exponent were
sampled independently from zero-mean Gaussian distributions with standard deviations 0.13, 0.12, 0.10, 0.08, and

0.25, respectively.
The residual comprised eight sinusoidal components:

8 dc
h(x,¢) =Y wg |140.20sin | 27 [ Y ¢j+ x| || sin (TrXTyk + ¢k) :

Each component of the frequency vector vy, was sampled uniformly from {1,2,3,4}, phases were sampled from
U(0,27), and weights were sampled from N(0,1/8), where the second argument denotes variance. The residual
was standardized over the action grid within each context:

h(x,c) — he
SDx[h(x,c)] + 1012’

r(x,c) =

3



where he and SDy denote the action-grid mean and population standard deviation. The residual amplitude was
sampled as

s = min{|Z,|,0.085}, Zs ~ N(0,0.045%).
Each raw utility slice v(x, c) = ¢(x, c) + sr(x,c) was min-max normalized over the action grid using

Vg — Ming vy

N(V)g =

maxy, vy, — miny, vy, + 10712
The smoothly varying component used a shared set of context-dependent landscape parameters, whereas the

independent component resampled these parameters separately for each context while retaining the instance-specific
ordinal thresholds. For 0 < v < 1,

uy(,€) = N [yttsm (-, €) + (1 = Y)uina (- €] -

At v = 0 and v = 1, the corresponding component was used directly. The same component landscapes were
retained across all five  settings within each instance.

The manipulation was verified using neighboring context pairs that differed by one grid step along one context
variable. Pairwise metrics were averaged within each instance, with dimensionality configurations weighted equally.
From ~ = 0 to v = 1, mean neighboring-context correlation increased from 0.240 to 0.944, while mean absolute
utility difference decreased from 0.182 to 0.027.

For limited-feedback reconstruction, actions after initialization were sampled uniformly from grid points at least
0.18 from the preceding action in normalized action space, excluding the three most recent actions in that context.
If no candidates remained, only the minimum-distance constraint was relaxed.

For PBO, contexts were visited once per round in fixed grid order. Actions were sampled randomly under
the same minimum-distance constraint until comparison data were available, or from all other grid points if none
satisfied the constraint. Thereafter, a randomly oriented line was passed through the action maximizing the current
context’s posterior mean, and the 100, 128, or 800 grid points nearest the line were used as candidates for two-,
three-, or four-dimensional action spaces, respectively. The preceding action was excluded, utilities were jointly
sampled from the posterior, and the candidate with the highest sampled utility was selected.

2) Performance Across Feedback Budgets, Dimensionality, and Context Continuity

Figure S1 shows the complete reconstruction and PBO curves across feedback budgets at each context-continuity
setting.

At v =1 and 10 exposures per context, paired differences were calculated as CCPL minus independent learning
across the six dimensionality configurations. For reconstruction, mean paired differences in Pearson correlation
ranged from 0.088 [95% CI 0.073, 0.104] to 0.202 [0.172, 0.233]. For optimization, mean paired differences in
the normalized ground-truth utility of the recommended action ranged from 0.072 [0.033, 0.117] to 0.314 [0.223,
0.407].
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Fig. S1. Complete simulation performance curves across context-continuity settings. Reconstruction is shown in the left column and preference-based Bayesian
optimization in the right column at v = 1 (a, b), 0.75 (c, d), 0.5 (e, f), 0.25 (g, h), and O (i, j). Reconstruction performance is Pearson correlation with the
ground-truth utility slice; optimization performance is the normalized ground-truth utility of the recommended action. Independent learning, pooled learning,
and CCPL are evaluated at 5, 10, 15, 20, 30, 40, and 50 exposures per context. Lines show means with equal weighting across six dimensionality configurations,
each containing 30 instances. Shaded bands indicate percentile 95% confidence intervals from 10,000 stratified bootstrap resamples. Higher values indicate
better performance.



C. HUMAN STUDIES

Nine individuals participated across the two human studies; six completed each study, with three participating
in both (Table S1). Participant labels P1-P6 are consistent within each study but do not necessarily identify the
same individuals across studies.

TABLE S1
PARTICIPANT CHARACTERISTICS OF THE ANKLE AND ELBOW STUDY COHORTS.

Characteristic Ankle study (n = 6) Elbow study (n = 6)

Age, years 25.5 £ 0.5 (25-26) 25.0 £ 1.3 (23-26)
Sex, n

Male 6 5

Female 0 1
Height, cm 173.7£3.7 (171-181) 175.2 £ 5.7 (167-181)

Body mass, kg 70.5 £ 12.9 (50-84) 71.5+ 9.3 (62-84)

Note. Values are mean £ SD (range) or n. Three participants completed both studies; therefore, the study columns represent overlapping cohorts.

For ankle exposures 10-101, eligible profiles were required to be at least 3.0 in Euclidean distance from each
of the two preceding settings. Distances were calculated using peak torque in N-m and peak timing in percentage
points of the gait cycle, without normalization. For elbow, the reference assistance profile was 1.5 N-m, 10% ROM
onset, and 25% ROM rise width; the other four initial profiles were (1.0 N-m, 0%, 5%), (1.0 N-m, 30%, 45%),
(3.0 N-m, 0%, 45%), and (3.0 N-m, 30%, 5%). For exposures 6-25, normalized action-space distance from each
of the two preceding settings was at least 0.20. At exposure 25, the selected profile was additionally required to
be at least 0.20 from the reference profile repeated at exposure 26.

Normalized action length scales were 1/3 for ankle peak torque, 4/15 for ankle peak timing, and 0.25 for
each elbow action variable. CCPL used a normalized context length scale of 0.50 for each context variable in both
studies.

1) Reference Landscapes Across Participants and Contexts

Figures S2 and S3 show participant-specific full-data reference landscapes for the ankle and elbow studies,
respectively. For Fig. 4, the normalized ankle landscapes and elbow projections were averaged across the six
participants within each context, and each resulting mean was rescaled to [0,1] and linearly interpolated onto a
50 x 50 grid for display. Figure S4 relates within-participant reference-landscape similarity to normalized context
distance, using all unordered context pairs and one least-squares slope per participant for group inference.



Peak torque (N-m)
Normalized reference utility

Peak timing (% gait cycle)

Fig. S2. Participant-specific full-data reference utility landscapes for ankle assistance. Rows show six participants, and columns show walking speeds of 1.00,
1.25, and 1.50 m/s. Each GP reference model was fitted using all 101 exposures from one participant and context and evaluated over peak plantarflexion
torque and peak timing. Utility was min-max normalized within each participant and context. The common color scale indicates normalized utility. These
plots show individual references without participant averaging.
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Fig. S3. Participant-specific full-data reference utility projections for elbow assistance. Rows show six participants, and columns show the five load and
fatigue-induction-dose contexts: low load at d = 0, low load at d = 1, intermediate load at d = 0.5, high load at d = 0, and high load at d = 1. Each GP
reference model was fitted using all 26 exposures from one participant and context. Utility was first min-max normalized over the complete three-dimensional
action grid. The maximum over rise width was then taken at each combination of torque magnitude and onset position. Each resulting two-dimensional
projection was further min-max normalized to [0,1] for display. Colors show rescaled utility within each participant and context, without participant averaging.
Quantitative analyses used the reference landscapes over the complete action grid before this additional display scaling.
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Fig. S4. Context distance and similarity between full-data reference landscapes. Panels (a) and (c) show ankle and elbow correlations, respectively, between
every pair of reference landscapes from the same participant, plotted against normalized context distance. Distance was calculated using the Euclidean norm
after range-normalizing each context coordinate across the participant’s sampled conditions. Symbols identify participants, and lines show participant-specific
least-squares fits. Panels (b) and (d) show the corresponding participant-specific distance—similarity slopes for the ankle and elbow studies, respectively. Gray
symbols denote individual slopes, and orange diamonds with error bars show the mean and percentile 95% confidence interval from 10,000 participant-
level bootstrap resamples. More negative slopes indicate a greater decline in reference-landscape similarity with increasing context distance. Context-pair
observations were not treated as independent inferential units.



2) Reconstruction Evaluation and Variation

Posterior means were evaluated over the complete action grid and min-max normalized separately within each
context. When the unnormalized range was below 1072, all normalized values were set to zero. Reconstruction
was measured by Pearson correlation with the corresponding full-data reference. Constant estimated landscapes
received a correlation of zero, whereas constant references were treated as invalid.

Figure S5 shows how the reconstruction correlation difference between CCPL and independent preference
learning varied across participants and training windows. All admissible contiguous windows were evaluated at
K =2,...,20 exposures per context, with starting positions matched across contexts and learning strategies.

3) Sensitivity to the Context Length Scale

A post hoc sensitivity analysis evaluated five normalized context length scales: 0.25, 0.375, 0.50, 0.75, and 1.00.
Reconstruction used all admissible X' = 5 windows, while source reuse used K = 5 target windows with complete
histories from all other contexts (two sources for ankle and four for elbow). Only CCPL was refitted; observations,
full-data references, comparator estimates, and all other settings were fixed, with the same length scale applied to
both elbow context dimensions. These analyses did not inform primary hyperparameter selection; other feedback
budgets and partial-source configurations were not reevaluated.

CCPL’s mean reconstruction advantage over independent learning remained positive across all tested length
scales, with 95% confidence intervals excluding zero except at £, = 1.00 for elbow (Fig. S6(a), (c)). For source
reuse, mean differences from independent learning were positive at every tested length scale in both studies, with
95% confidence intervals above zero throughout (Fig. S6(b), (d)).
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